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Fig. 1. With a 2D map and a satellite image, we can plan an aerial path offsite that successfully reconstructs a large region with only 875 images.
With rapid development in UAV technologies, it is now possible to reconstruct large-scale outdoor scenes using only images captured by low-cost
drones. The problem, however, becomes how to plan the aerial path for a
drone to capture images so that two conflicting goals are optimized: maximizing the reconstruction quality and minimizing mid-air image acquisition
effort. Existing approaches either resort to pre-defined dense and thus inefficient view sampling strategy, or plan the path adaptively but require two
onsite flight passes and intensive computation in-between. Hence, using
these methods to capture and reconstruct large-scale scenes can be tedious.
In this paper, we present an adaptive aerial path planning algorithm that
can be done before the site visit. Using only a 2D map and a satellite image
of the to-be-reconstructed area, we first compute a coarse 2.5D model for
the scene based on the relationship between buildings and their shadows.
A novel Max-Min optimization is then proposed to select a minimal set of
viewpoints that maximizes the reconstructability under the the same number
of viewpoints. Experimental results on benchmark show that our planning
approach can effectively reduce the number of viewpoints needed than the
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previous state-of-the-art method, while maintaining comparable reconstruction quality. Since no field computation or a second visit is needed, and the
view number is also minimized, our approach significantly reduces the time
required in the field as well as the off-line computation cost for multi-view
stereo reconstruction, making it possible to reconstruct a large-scale urban
scene in a short time with moderate effort.
CCS Concepts: • Computing methodologies → Computer graphics;
Shape modeling; Mesh geometry models.
Additional Key Words and Phrases: Geometric proxy, view generation, view
selection, aerial path planning, multi-view stereo reconstruction

INTRODUCTION

Reconstructing 3D models for large-scale urban scenes has many
important applications and was traditionally achieved using expensive vehicle-mounted LiDAR-based approaches [Zheng et al.
2010]. With the boom of light-weighted consumer drone products
and the advances of passive stereo-based 3D reconstruction, it is
now feasible and highly economical to reconstruct large-scale urban
scenes through aerial-based photogrammetry sensing [Fuhrmann
et al. 2015; Hepp et al. 2018b; Huang et al. 2018; Roberts et al. 2017;
Schönberger and Frahm 2016; Smith et al. 2018; Zhang et al. 2020].
Since aerial sensing greatly increases the flexibility on viewpoint
selection, how to choose image capture viewpoints and plan flight
trajectory accordingly have important impact on reconstruction
quality and air time needed. Existing approaches can be classified
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into two groups based on how this is done. The first group, such
as commercial app Altizure1 or DJI-Terra2 , uses pre-defined pattens to fill the area to be reconstructed, regardless how simple or
complex the geometry is. As a result, these approaches will either
under-sample areas with densely populated buildings or oversample
vacant lots. The second group adaptively adjusts image capture density based on scene geometry, but requires two flight passes [Hepp
et al. 2018b; Roberts et al. 2017; Smith et al. 2018]. The first pass
observes the scene using a pre-defined pattern. A coarse geometry
model is generated accordingly and used to guide the trajectory
design. Finally the drone is flown along the optimized trajectory to
capture images at selected viewpoints. These operations need to be
conducted in sequential order, leading to long capture process and
high computational power requirement at the reconstruction site.
Motivated by the above observations, we propose to improve
the entire reconstruction efficiency from two aspects. First, rather
than using the geometry reconstructed from images captured by
an initial visit, we directly plan the trajectory on very coarse 2.5D
proxies. Compared to the detailed reconstruction, 2.5D proxies are
much more simple to build and some urban areas already have 2.5D
models available from commercial map suppliers. For areas without
available 2.5D models, we propose a simple yet effective method,
which lifts the footprints of buildings on 2D maps with heights estimated from satellite images (Section 3.1). To guarantee flight safety,
however, manual checking (and path editing when necessary) is
required for these extruded models. Second, given the coarse proxy
about the site to be reconstructed, a novel planning algorithm is
proposed to minimize the viewpoints while still maintaining the
reconstruction quality as much as possible. To achieve that, we first
generate a rich initial view set (Section 3.2) according to sampled
points on the surface of 2.5D model. Then a two-step heuristic optimization is proposed to first select a minimum subset (Section 4.1)
from the initial candidate view set with respect to view redundancy
reduction, and then the 3D reconstructability is maximized (Section 4.2) through fine-tuning individual selected views. Finally, an
efficient flight path (Section 4.3) is created that goes through all
selected viewpoints. Since the only task at the remote site is to fly
the drone along this pre-designed trajectory and capture images at
selected viewpoints, our approach greatly reduces the time needed
in the field, making it possible to reconstruct a large-scale urban
scene in a short time with moderate effort.
Evaluations (Section 5) on a benchmark dataset show that, our
approach can largely reduce the number of viewpoints required
compared to the previous state-of-the-art [Smith et al. 2018], while
still maintaining comparable reconstruction quality. Statistics on
battery consumption and reconstruction time prove that minimizing
the number of views not only saves flight time, but also reduces the
heavy cost in post processing of image based reconstruction. More
importantly, our approach does not require an additional flight pass
and hence the time needed in the field is only a fraction of that
needed by Smith et al. [2018].

2 RELATED WORK
2.1 View Selection and Path Planning
Optimal camera placement has been studied very early in photogrammetry, which is called photogrammetric network design
problem. Traditional methods in photogrammetry focus on improving the measurement accuracy based on uncertainty analysis [Mason 1997; Olague and Mohr 2002]. These approaches are mainly
built upon restricted or ideal environments, and not designed for
large-scale scene reconstructions.
In computer vision, view selection has high impact on the reconstruction quality in Multi-View Stereo (MVS). On one hand, enough
views are required for reconstructing the object surfaces, whereas on
the other, too many images may introduce noise to structure-frommotion and MVS due to improper viewing angles or scale differences,
and hence reduce reconstruction quality [Hepp et al. 2018b]. Hornung et al. [2008] propose to incrementally select images driven by
maximizing the coverage of a proxy geometry. Mauro et al. [2014]
aim to remove redundant images based on a view importance measure, which is a content-aware metric to estimate the significance of
a camera for a 3D reconstruction. Mendez et al. [2016] achieve stateof-the-art reconstruction results on Middlebury benchmark [Seitz
et al. 2006] by introducing Next-Best-View (NBV) optimization into
the incremental view selection. Nonetheless, these techniques expect a complete set of already-captured input images, which are not
suitable for path planning of UAV-based urban reconstruction.
In graphics and robotics, view selection and path planning are
closely related to two topics, NBV planning for 3D scanning [Fan
et al. 2016; Hepp et al. 2018a; Liu et al. 2018; Mendoza et al. 2019;
Wu et al. 2014; Xu et al. 2016] and simultaneous localization and
mapping (SLAM) [Engel et al. 2014; Scaramuzza et al. 2014; Shen et al.
2011]. These approaches either use depth sensors [Fan et al. 2016; Liu
et al. 2018; Xu et al. 2016] or only perform coarse reconstruction for
navigation [Engel et al. 2014; Shen et al. 2011], which differ from our
purpose of dense 3D reconstruction from aerial photos. Supervised
learning [Hepp et al. 2018a; Mendoza et al. 2019] has proven to
be successful for planning NBV but limited by training data and
applicable scenes. There are also some recent works focusing on
the optimization of UAV-based videography [Roberts and Hanrahan
2016; Xie et al. 2018; Yang et al. 2018], or the co-optimization of UAV
path and the quality of the captured images [Shang et al. 2020].
A recent work for path planning of UAV-based urban reconstruction is proposed by Huang et al. [2018], where a fast MVS algorithm
is presented to enable online model reconstruction together with
quality assessment to determine the NBVs on the fly. The captured
images are then used to further refine the reconstruction results.
Planning online, however, is impractical for most commercial drones
in real cases, and two-stage planning strategy is more often adopted
for outdoor scene reconstruction [Hepp et al. 2018b; Koch et al. 2019;
Roberts et al. 2017; Smith et al. 2018].
The two-stage strategy is also referred to as explore-then-exploit,
which is to execute an overhead sparse scanning for a coarse reconstruction, and then generate an optimal path based on the geometric proxy for a dense view capture. In [Roberts et al. 2017], a
1 https://www.altizure.com/
2 https://www.dji.com/dji-terra
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Fig. 2. Our pipeline for constructing a 2.5D proxy with a no-fly zone for the drone, given a map and a satellite image of the to-be-reconstructed area.

novel scene coverage model is proposed. Based on this model, they
first formulate a submodular optimization to determine the optimal
orientation for each candidate camera. An integer linear program
is performed next to select an optimal trajectory from candidate
viewpoints, such that the scene coverage is maximized while the
path length is constrained, e.g., accounting for the limited battery
life of drone. Hepp et al. [2018b] also employ submodular optimization to encourage coverage incrementation while respecting the
path length. By leveraging volumetric representation, they combine
the two steps optimization of viewing angle and trajectory generation into one and achieve a better performance. One issue of these
methods is that their optimizations are not guaranteed to converge.
Smith et al. [2018] formulate reconstructability heuristics to ensure that the camera positions and angles are good enough for
multi-view reconstruction. Based on this heuristically defined measure, the regularly generated candidate viewpoints can be adjusted
to the optimal positions and orientations in continuous manner. In
addition, they provide a new synthetic benchmark for image-based
reconstruction techniques on large-scale urban scenes. Its major advantage, compared to other existing benchmarks such as [Knapitsch
et al. 2017] or Middlebury [Seitz et al. 2006], is that a simulation
environment is provided for generating synthetic images based on
planned aerial trajectories. This makes it possible to quantitatively
evaluate the path planning cost and the resulting reconstruction
quality. Aiming at detailed and complete small-scaled reconstruction, Koch et al. [2019] leverage semantic information from neural
networks to extract the target object and optimize an flight path for
the target via discrete optimization exploiting submodularity and
photogrammetrical heuristics.
Different from the existing two-stage approaches, we utilize very
coarse 2.5D models as the geometric proxy for path planning. Since
2.5D proxy can be easily acquired from various sources, our planning
can be done before the drone visiting the reconstruction sites, greatly
reducing the time and computational power needed at the field. To

generate an optimized view set, we adopt the reconstructability
heuristics from [Smith et al. 2018], and propose to select a minimal
subset from a set of densely sampled viewpoints. Experiments show
that on the comprehensive benchmark of [Smith et al. 2018], we
are able to achieve comparable or even better scene coverage and
reconstruction accuracy with much fewer captured images and
much less computation effort.

2.2

Geometric Proxy from Satellite Images

Satellite images can provide valuable information about the presented landscape and can be effectively used to reconstruct largescale scenes from stereo pairs [Duan and Lafarge 2016]. The shadow
cast by buildings in satellite images can be validly used to estimate
their heights [Liasis and Stavrou 2016; Mou and Zhu 2018]. Considering the acquisition and computation cost of stereo satellite
images, as well as the fairly successful progress of shadow detection
techniques [Guo et al. 2011; Hu et al. 2018], we aim here to recover
a 2.5D coarse model from Google map (providing 2D footprints of
buildings) and a single satellite image (augmenting height estimation detected from shadow). Although our proxy is much coarser
comparing to the one reconstructed from the overhead views of
two-stage approaches (see e.g., Fig. 12), it is sufficient for guiding the
path planning for UAV to achieve comparable or even better final
reconstruction results. This input relaxation is particularly valuable
when neither computing and verifying everything in the field nor
coming back for a second visit is practical.

3 WARM VIEW INITIALIZATION
3.1 2.5D Proxy Construction
Shadow-footprint correspondence. As shown in Fig. 2(a), we
provide an interface for a user to define a reconstruction zone on
a 2D map. Under the default map view, different semantic features
are labeled in distinct colors (grey-building, blue-open area, greengrass). Hence, we can easily recognize buildings that are inside the
ACM Trans. Graph., Vol. 39, No. 6, Article 1. Publication date: December 2020.
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reconstruction zone and acquire their contours (Fig. 2(b)). Addition
to the 2D map, the map API also gives us an aligned satellite image; see an example shown in Fig. 2(c). We then detect the shadow
areas on the satellite image automatically according to [Hu et al.
2018], where a probability map is produced. To convert this shadow
probability map into an accurate binary shadow map, we first do a
meanshift segmentation on the satellite image and cross-reference
it with the shadow probability map. If a segment contains ≥ 70%
pixels with shadow probability ≥ 0.2, this segment is labeled as a
Shadow Area; see e.g., Figs. 2 (d-e).
To build the correspondence between the buildings and the shadows, we need to know the 2D projected sunlight direction, i.e., the
azimuth angle. To obtain this angle, we run straight-line Hough
Transform on the edge map of detected shadow. The dominating
directions of detected lines (Fig. 2(f)) are recorded, and the users
can verify one direction (e.g., the yellow arrow in Fig. 2(f) as the
azimuth angle. They can also directly draw one line to indicate the
sunlight direction on 2D map. The system then searches along this
orientation to associate each building with its shadow (Fig. 2(g)).
Height estimation. Assuming that the ground is roughly flat
and each building can be approximated by a generalized cylinder,
the length of the building’s shadow can help us to estimate the
building’s height; see Fig. 2(h). Particularly, for a building with a
shadow in length Ls , the height of the building Hb can be computed
by Hb = Ls ∗ tan(θ el ), where θ el is the elevation angle of the sun.
From the online open released satellite image database, we can only
retrieve the capturing date of a given image, not its capture time.
Nevertheless, on a given date at a given location, there is only one
time of the day that the sunlight direction satisfies the previously
computed azimuth angle. Hence, the elevation angle of the Sun can
be determined accordingly.
More specifically, we can get the reconstruction zone’s position
in (lonдitude, latitude) based on the map and the date information
of the satellite image from Google Earth. The Sun’s position in the
sky at different time on that day can then be simulated [Jenkins
2013]. The time that satisfies the azimuth angle of the shadows in
the image is found, which is used to determine the corresponding
elevation of the Sun.
Once the elevation angle is determined, the height of each building can be easily computed. We then lift the corresponding 2D footprints into 2.5D polygon model, which serve as our coarse proxy
for the ensuing path planning step. Due to the complex urban environment, there likely exists wrong or missing correspondences
between the shadows and buildings. We allow the user to delete/edit
some incorrect ones; see blue segments in e.g., Fig. 2(g).

3.2

Aerial Camera View Generation

Safe zone for drone flying. Safety is the first priority for any
drone path planning algorithm. Since our proxy is also represented
in 2.5D polygon model as it is in [Xie et al. 2018], following their
method, we dilate each building model with a radius of rb (20m by
default for real scenes) in 3D space to define the no-fly zone for the
drone; see e.g., Fig. 2(j). The planned trajectory is prohibited from
entering any of the no-fly zones in the scene, whereas the volume
outside of these no-fly zones is considered safe for drone flying.
ACM Trans. Graph., Vol. 39, No. 6, Article 1. Publication date: December 2020.

Fig. 3. Candidate view generation from surface samples. We extrude each
sample on the proxy surface along its normal direction as a candidate
viewpoint whose orientation is defined by the inverse of the normal. For the
occluded viewpoints or those located inside no-fly zone, we adjust them by
rotating the viewpoints towards the upright direction until they are visible
to the corresponding surface sample points and safe for fly as well.

Candidate view generation. Unlike Smith et al. [2018] who initialize the viewpoints with a uniform sampling on a pre-determined
height plane, the goal of our view initialization is to obtain a set
of candidate viewpoints that sufficiently observe all points on the
proxy surface. To achieve this goal, we first apply Poisson disk sampling [Corsini et al. 2012] to uniformly sample the proxy surface
into a set of points S = {si , ni }, where ni is the surface normal
at si . Next, for each sample point si in S, we compute a candidate
viewpoint vi that can best observe si . Considering that most stereo
vision algorithms work best for reconstructing fronto-parallel surfaces, we set the orientation of candidate view vi to be the inverse
of surface normal ni and separate si and vi to meet a pre-defined
desired ground sample distance (which is determined by the viewing
distance dGS D ); see Fig. 3(a) for a 2D illustration.
The above processes generate one candidate view for a sample point. The candidate view set can be formally defined as V =
{vi , oi }, where vi = si + dGS D · ni is the camera position and
oi = −ni defines the camera orientation. When buildings in the
scene are densely populated, some of candidate viewpoints calculated this way may locate inside the no-fly zone or may be occluded
by other models. Visibility check and collision detection are thus
needed. Particularly, if a candidate viewpoint does not pass either
of the checks, we rotate it towards the Z axis (i.e. the upright direction) by a small angle each time until either the new viewpoint
passes the above two checks or it reaches Z axis. In the latter case,
this viewpoint is deleted. Note that after rotation, the orientation
of the camera is still kept as the vector from the viewpoint to its
corresponding surface sample. After these two checks, all candidate
views are ensured to be valid and within the security zones.
By design, the number of candidate views is equal to or less
than the number of sample points on the proxy surface. Hence, to
control the density of views, we define the diameter of sampling disk
Ddisk for Poisson disk sampling according to the overlapping ratio
between adjacent views. Specifically, as shown in Fig. 3(b), Ddisk =
dpr j ∗ (1.0 − overlap_ratio), where dpr j denotes the camera’s field
of view projected on the proxy surface, and it is defined by dpr j =
2d ∗tan(θ F OV /2.0). Here θ F OV is the horizontal field of view (FOV)
of a camera. For the overlapping ratio overlap_ratio, we set it to
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view set U , is computed as:
Õ
h(s, U ) =

δ (s, vi )δ (s, v j )q(s, vi , v j ),

• 1:5

(3)

i=1, ..., |U |
j=i+1, ..., |U |

Fig. 4. Reconstructability heuristics (a) and threshold determination (b).
The threshold set for sample’s reconstructability is computed under the
ideal case where 3 cameras are viewing a surface sample from the same
distance dG S D , and the parallax angles between the 3 view pairs are kept
the same as 15◦ . Note that the surface normal at s is orthogonal to the
triangle formed by the three camera centers.

be 0.85 by default. Fig. 5 shows an example of the resulting sample
points on the proxy surface.

4

MAXIMIN OPTIMIZATION FOR PATH PLANNING

Associating each sample point on the surface with a dedicated viewpoint leads to an unnecessarily dense set of viewpoints V for multiview stereo purpose. We want to find a subset that is small yet
sufficient for reconstructing all the sample points. Here we first
explain the heuristic relations between viewpoints and sample reconstruction accuracy, before defining the optimization objectives.
Reconstructability heuristics. Reconstructability heuristics is
formulated for predicting reconstruction quality based on the ternary
relationship between a sample point and a stereo view pair that
can observe it [Smith et al. 2018]. As shown in Figure 4(a), for a
sample point s which can be seen by a pair of views (vi , v j ), the
reconstructability of s with respect to (vi , v j ) is computed as:
q(s, vi , v j ) = w 1 (α)w 2 (dm )w 3 (α)cos(θm ),

This says if a view has no contribution to the reconstructability of a
sample, we regard this view as invisible to the sample point.
View optimization objectives. Given the reconstructability
heuristics, Smith et al. [2018] optimize the position and orientation of viewpoints by maximizing the coverage of views and the
reconstructability of surface samples. In our case, the overly dense
viewpoints generated by our warm initialization preserves sufficient
coverage but also introduces redundant views. Ideally, we would like
to find a subset of V that minimizes the redundancy among selected
views, while at the same time, maximizes the total reconstructability
of all sample points. That is:
U ∗ = arg max H (S, U ) and U ∗ = arg min R(U ),

(2)
−1

w 3 (α) = 1 − (1 + exp(−k 3 ∗ (α − α 3 ))) ,
where k 1 , α 1 , k 3 and α 3 are four tunable parameters. As suggested
π ,k = 8
in [Smith et al. 2018], we fix their values as k 1 = 32, α 1 = 16
3
π
and α 3 = 4 . Here dmax is a threshold that has to be chosen based
on the desired GSD according to [Smith et al. 2018]. We set it as
2 ∗ dGS D by default. Then the reconstructability of sample s over a

U ⊂V

U ⊂V

(5)

where H (S, U ) = s ∈S h(s, U ) denotes the total reconstructability
Í
of all surface samples in S and R(U ) = v ∈U r (v) is the summation
of redundancy degree r (v) of each view v selected into the subset
U . Given the accumulative nature of reconstructability definition,
a view v is likely to be redundant if all the samples it observes
have high reconstructabilities. We therefore define the redundancy
degree r (v) as the minimal reconstructability of the sample points
observed by view v, i.e.,
Í

r (v) = min{h(s, V )|s ∈ S, δ (s, v) = 1}.

(1)

where α is the parallax angle between the two view rays, dm is the
longer one of the two distances from the views to the sample, i.e.
−→ ∥, ∥sv
−→ ∥) , and θ is the larger one of the two angles
dm = max(∥sv
i
j
m
between the view rays and ns , the surface normal at sample s, i.e.,
θm = max(θ i , θ j ).
The three weighting functions in Eq. (1) are defined as:
w 1 (α) = (1 + exp(−k 1 ∗ (α − α 1 )))−1 ,
w 2 (dm ) = 1 − min(dm /dmax , 1),

where δ (s, v) is a binary function, which equals to 1 if sample s is
visible on view v, and 0 if not.
In practice, we set a threshold on both α and θm (60◦ and 45◦ ,
respectively) to accelerate the computation. That is, if either the parallax angle α or the major viewing angle θm of a view pair (vi , v j ) to
s is larger than this threshold, we directly set the reconstructability
q(s, vi , v j ) = 0. After the reconstructability for all surface points is
computed, we update the visibility function as:
(
0 if q(s, vi , v j ) = 0, for j = 1...|V |, j , i
δ (s, vi ) =
(4)
1 otherwise

(6)

Under this definition, a view v has low redundancy if there exists a
sample s that v contributes to that has low reconstructability. Hence,
removing view v will lead to a loss of reconstruction quality for
sample s.
The above two objectives, however, are contradictory by definitions, since view redundancy increases with sample reconstructability and vice versa. Thus we turn to a practical solution and discretize
the nontrivial objective of Eq. (5) into two constrained optimizations. The first step minimizes the redundancy of the view set V
under the constraint that the reconstructability values for all samples are higher than a given preset. The second step then maximizes
the reconstructability while fixing the number of views and hence
maintaining the view capturing cost. That is:
U∗

=

arg max H (S, arg min R(W )),

s.t .

h(s, U ) > th , h(s,W ) > th , ∀s ∈ S

U ⊂V
|U |= |W |

W ⊂V

(7)
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Fig. 5. A running example of our MaxiMin optimization on a synthetic scene (NY-1 from [Smith et al. 2018]). All surface samples are color coded according to
the r econst r uct abil ity values and the viewpoints are coded using r edundancy values, where red corresponds to a higher value and blue to a lower one.
The initial view set of our method is very dense, which leads high surface reconstructability and high viewpoint redundancy (first column). The first step of
redundancy minimization reduces the view number, hence both the samples’ reconstructability and viewpoints’ redundancy are decreased, and eventually
become uniformly distributed; see the transition from the first to fourth column). In the second step of reconstructability maximization, although we may
hardly observe changes on viewpoint redundancy, the increment on the reconstructability can be seen on quite a few sample points, i.e., dark blue turns to
lighter blue in the last column.

At the end of the two constrained optimization steps, we found a
minimum subset that is sufficient for a high-quality reconstruction.
This avoids the needs for defining a single heuristic objective function that considers both objectives and then computing the optimal
subset, known as a NP-hard problem [Hepp et al. 2018b; Roberts
et al. 2017; Smith et al. 2018].
In the following, we describe how to solve these two constrained
optimizations in detail.

4.1

Minimization of View Redundancy

To minimize the total view redundancy, the most straight-forward
way is to assess the importance of each view and then greedily and
also globally remove the most redundant views one by one till a stop
criteria. Mauro et al. [2014] define a quality feature for each sample
point based on the 2D features on captured images and 3D features
on the sparse point cloud computed from structure-from-motion.
They use the average quality of visible samples to an image as its
view importance. In our case, we want to remove views that have
little impact on scene point reconstructability. Hence, we use the
view redundancy measure defined in Eq. (6).
As a greedy algorithm, we always attempt to remove the view v
with highest redundancy degree r (v). Based on the definition for
reconstructability, removing a view v affects the reconstructabilities
of all samples observed by v. Hence, we update the reconstructability values for all these samples after v is removed. To satisfy the
hard constraint in Eq. (7), if during the update, we find that the
reconstructability of any given sample drops below th , we will revert the deletion operation for view v and move onto the next most
redundant view. The process of deleting the next most redundant
view and updating sample reconstructability iterates until no more
view can be removed. Note that a successful view elimination will
also cause an update on the corresponding visibility functions.
ACM Trans. Graph., Vol. 39, No. 6, Article 1. Publication date: December 2020.

To determine a proper reconstructability threshold th , we consider
an ideal case with the minimum configuration for multi-view stereo:
3 cameras viewing a surface point from the same distance dGS D
with the same parallax angle between each pair. Following the
suggestion from [Furukawa et al. 2015], we set the parallax angle as
15◦ , which is considered as an optimum angle to guarantee a good
reconstruction; see Fig. 4(b) for an illustration.
Fig. 5 shows a running example of our global view removal on a
virtual scene. The top row visualizes the surface samples color-coded
by reconstructability value, and the bottom row color-codes the
viewpoints (position and orientation) using their redundancy degree.
We see that, during the view redundancy minimization process,
both the reconstructability of surface samples and the redundancy
of different views are getting more evenly distributed.

4.2

Maximization of Reconstructability

The previous step selects a minimum subset from the initial candidate view set by minimizing the total redundancy. Now we are trying
to maximize the total reconstructability. Instead of randomly searching the neighboring space for each camera as [Smith et al. 2018],
we directly check the neighborhood in the initial view set. This is
because in our warm initialization, the generated view set already
provides an overly-dense coverage for the 2.5D proxy. Searching
inside the initial candidate set achieves very high efficiency while
the quality can still be well guaranteed.
We first regard the view selected by previous step as a seed. We
then find a support set Ω(vi ) for each seed vi , which contains all
candidate views in V that are closest to vi according to the following
similarity measure:
oi · oj
д(vi , v j ) = −−−→
,
∥vi v j ∥ + ϵ

(8)
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where oi · oj is the dot product that measures the similarity between
the viewpoints orientation, ∥v−−i−→
v j ∥ denotes the distance between
the two camera centers, and ϵ is a small constant to avoid dividing
zero. Note that under this similarity measure, the nearest neighbor
is the one with the maximum similarity.
Next, for each seed view vi , we try to replace it with another
viewpoint in Ω(vi ) if the total reconstructability can be increased,
and meanwhile the reconstructability of every related sample is still
above the threshold. Specifically, we will test all viewpoints in Ω(vi )
and select the one with the most improvement to replace vi . Note
that such switch does not change the number of views selected and
only increases the total reconstructability. After testing all candidate
views, a new set of seed views with higher reconstructability is
obtained. We then recompute the support set for each seed and
iterate the above process till no switch happens or reaching the
maximum iteration (or running time) limit.
The heuristic greedy optimization above provides us a solution
that maximizes the scene reconstructability without changing the
number of views. Table 5 compares the results on two scenes before
and after this optimization. We can see that the samples’ reconstructability increases significantly, and so does the final reconstruction quality, especially on the reconstruction completeness. Note
that by definition, the total redundancy degree of selected views also
increases a little bit after we maximize reconstructability. However,
since the number of views does not increase, the capturing cost
stays the same.

4.3

TSP Path Planning.

The result of MaxiMin view optimization process provides a set of
viewpoints U ∗ = {vi∗ , oi∗ } that the drone needs to capture images
from. For aerial path planning, our last step is to generate a continuous path that travels through these viewpoints. To accomplish this,
we formulate the problem as a standard Traveling Salesman Problem
(TSP). Given a graph with several nodes, as well as a edge for each
pair of nodes, the goal of TSP is to find a minimal cost tour, which
visits each node and returns back to the starting one. In our case,
each view is a node in the graph. We build a fully-connected graph
and find the shortest path in the safe zone according to [Alt and
Welzl 1988] for all view pairs. Considering the orientation change
between the two views, the cost function defined for an edge connecting a view pair (vi∗ , v j∗ ) is:
e(vi∗ , v j∗ ) = l(vi∗ , v j∗ ) exp(α/l(vi∗ , v j∗ )).

(9)

Here α denotes the parallax angle between the two views and
l(vi∗ , v j∗ ) is the length of the shortest path from vi∗ to v j∗ in the
safe zone. The number of nodes is the number of remaining views
|U ∗ |, and the number of edges is |U ∗ | 2 . A minimal cost path in
this graph corresponds to an alternating sequence of views. Such a
path can be efficiently found by solving the TSP problem, using the
software package developed by [Helsgaun 2015].

5

RESULTS AND EVALUATION

To validate our method, we have conducted a series of experiments
both on virtual and real environments. In this section, we first
introduce the virtual benchmark we built for quantitative evaluation
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Fig. 6. An overview of our newly built benchmark.

as well as necessary implementation details of our method. Selfevaluations on the key ingredients of our method are then presented.
To demonstrate the superiority of our method, comparisons are
made with the state-of-the-art method on benchmark. Finally we
show some results of applying our approach for the reconstruction
of real urban scenes.

5.1

Benchmark and Implementation Detail

For a comprehensive quantitative evaluation, we build a new benchmark of synthetic urban scenes. Specifically, we select 2 virtual
scenes from [Smith et al. 2018], including one small (NY-1) and one
large scale (UK-1)3 . Besides, four new urban scenes built by a professional modeler are included. Fig. 6 shows an overview and the basic
information about all the virtual scenes in our new benchmark.
To run our method on virtual scenes, we first project the buildings
onto ground to get the 2D footprints, which is elevated into rough
2.5D proxy based on the height of buildings; see Fig. 11 for an
example. By default, we use the same view capturing parameters as
in [Smith et al. 2018] (f ocal_lenдth = 30mm, resolution = 6000 ×
4000, overlap_ratio = 85%). For the maximum iteration number of
Reconstructability Maximization, we set it as 20 along with a limit
of running time of 20 minutes. An example of the camera views
selected by our algorithm and the planned trajectory connecting
them are shown on the top left of Fig. 11. After images captured by
drone (or by rendering at the viewpoints for virtual scenes), we use
a commercial software RealityCapture4 to reconstruct the scene.
Following [Smith et al. 2018], to evaluate the quality of each reconstructed model M, we compute two metrics: Error and Completeness.
They respectively quantify: 1) how close M is to the ground truth
M ∗ in benchmark, and 2) the coverage of M. Specifically, for a 3D
point pi ∈ M , we find its closet point pi∗ on the surface of M ∗ , and
compute the distance |pi pi∗ |. We then count the distribution over all
the distances, and report the threshold x at 90% and 95% (percentage
of the points have a distance smaller than x) as the Error statistics.
The Completeness statistics are computed similarly, but in an opposite direction: we compute the minimal distance for the points on
ground truth M ∗ to their nearest neighbors on the reconstruction M.
The percentage of the distances are reported according to a preset
3 There are 4 virtual scenes released by Smith et al. [2018]: NY-1, UK-1, CA-1 and GOTH-1.

However, we found both CA-1 and GOTH-1 scene models have vital flaws, which make
us cannot reproduce the results as reported in [Smith et al. 2018], not even close.
4 https://www.capturingreality.com
ACM Trans. Graph., Vol. 39, No. 6, Article 1. Publication date: December 2020.
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Table 1. Comparison on battery cost under the same flight path but different number of captured views.

Flight ID
0
1

Length (m)
1713

#Images
40
79

Start battery (%)

End battery (%)

Consumption (%)

Flight time (s)

90
88

57
45

33
43

550
622

Table 2. Errors on building height estimation for real scenes. The estimated heights of buildings are calculated from shadows detected on satellite images,
whereas the real heights are obtained by manually operating a drone and land it on top of the buildings. The bold number indicates the error that is larger
than the default distance used for creating the safe zone.

Scene 1

Scene 2

Scene 3

Building ID
Real Height (m)
Estimated Height (m)
Error (m)
Real Height (m)
Estimated Height (m)
Error (m)
Real Height (m)
Estimated Height (m)
Error (m)

1
23
19
4
48
40
8
25
24
1

2
33
29
4
21
15
6
32
28
4

3
33
30
3
38
42
4
36
34
2

4
33
30
3
41
42
1
30
27
3

5
19
19
0
42
38
4
34
34
0

6
33
31
2
36
33
3
45
33
12

7
33
25
8
47
30
17
37
26
11

8
53
45
8
75
45
30

9
112
103
9

10
29
21
8

11
29
25
4

Fig. 7. Real scenes for analyzing our shadow-based height estimation. Each figure includes a 2D digital map of the scene, a satellite image, detected shadow,
and the final proxy we constructed. Each building in a given scene has a unique ID, which is overlaid on top of the building.

threshold as the final Completeness statistics. The Averaдe Distance
for all points calculated under both directions is also reported.

5.2

Self Evaluation

Energy cost and view number. We first evaluate the benefit
of reducing view numbers. For battery operated drones, energy
consumption is an important constraint, as it affects the operation
time. To reduce energy consumption, Roberts et al. [2017] minimizes
flight path length only, whereas we also consider the impact of view
number. To justify our choice, we take a real scene and perform
two flight missions with the same path but different view numbers.
Table 1 reports the energy consumption of the two missions. We
can see that, to complete the mission with more views to capture,
the flight time increased by 13.09% and the battery consumption
raised by 30.30%. This indicates that, reducing view number not only
ACM Trans. Graph., Vol. 39, No. 6, Article 1. Publication date: December 2020.

indirectly reduces flight path length, but also directly cuts down
energy consumption.
Error on height estimation. We then evaluate the accuracy
of the shadow-based height estimation approach. As a key step
to 2.5D model construction, its reliability is important for drone
flight security in real capturing. We choose three real scenes with
buildings of different densities and heights for experiments. Table 2
lists the real and estimated heights for all buildings in each of the
scenes. Specifically, the buildings in Scene 1 and Scene 2 are low and
sparsely distributed, with almost no shadow overlaid on satellite
images. All estimation errors are lower than 20m, which is the
default distance used for creating the safe zone. Whereas in Scene
3, the buildings are distributed densely and thus some shadows
superimpose each other. For building 8, its height is underestimated
by 30m, which would be dangerous for flight security. Hence, to

Offsite Aerial Path Planning for Efficient Urban Scene Reconstruction
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Fig. 8. The Er r or maps for two scenes (Concave-1 on the top and Concave-2
at the bottom) when the models are reconstructed using footprints of different levels of detail. From left to right, the footprints used are respectively
the bounding box of the 2D projection, the convex hull, and the detailed
profile. Note in particular the improvement on error inside the open concave
area at the bottom row when the detailed profile is used.

guarantee the flight safety, we request users to manually inspect
the detected shadows and adjust the heights of buildings whose
shadows are shortened due to the presences of other buildings.
Impact of imperfect 2.5D proxy. As the 2.5D model built from
footprints may have errors both in shape geometry and estimated
height, to evaluate the applicability of our approach, we need to
examine the effect of imperfect proxy on the final reconstructions.
We first evaluate the effect of using footprints of different levels of
detail. Two virtual scenes with concave building profiles (Concave-1
& Concave-2) are used for the comparison. As shown in Fig. 8, the
roughest footprint is just a bounding box of the 2D projection. Then
a convex hull is used as the middle level, and finally the detailed
profile as the finest level. From the error map shown in Fig. 8 and
the statistics listed in Table 3, we can see that when the building has
only a narrow cave (Concave-1), the roughness of footprint does not
affect the final reconstruction quality very much, whereas for the
one with wide opening gap (Concave-2), the detailed proxy leads to
much better result, as it allows to place cameras inside the concave
part, leading to more valuable observations.
We then evaluate the impact of height estimation errors. For simplicity, we directly add a Gaussian perturbation on each building’s
height for the scene NY-1. Specifically, for a building of height Hb ,
its estimated height after perturbation is computed as:
Hˆb = Hb + ∆, where ∆ ∼ N (0, Hb ∗ Er ).

(10)

Here N (µ, σ ) denotes a Gaussian distribution, and Er is a parameter
controlling the error level. In this paper, three levels, 5%, 10% and
15% for Er are tested. Meanwhile, for each level 4 groups of random
perturbation are conducted to simulate more cases in height estimation. Figure 9 shows the perturbed height values of buildings in
NY-1, which gives us an intuitive feeling on the error of different
levels we added. Table 4 lists the quantitative evaluation of final
reconstructions after error perturbation. Comparing to the original
one without height error (as it is a virtual scene), even though there
are relative large errors (15%) in buildings’ heights, the final reconstructions from our approach remains stable, indicating the high
tolerance of our planning algorithm on height estimation error.

Fig. 9. Three levels of Gaussian error perturbed on the height of buildings
in scene NY-1. For each level, 4 groups of tests are conducted.

Effect of two-step strategy. To validate our two-step optimization, we compare the results generated using only the Redundancy
Minimization (Section 4.1) step v.s. the proposed approach with the
additional Reconstructability Maximization (Section 4.2) step. Two
scenes (NY-1 & T-1) are selected for the experiments. Table 5 shows
a full list of the quantitative statistics, where we can see both the
Error and Completeness are improved by our complete MaxiMin
optimization; compare also the large increase on the reconstructability score (H (S, U ) in the fourth column) with good maintenance on
the view redundancy (R(S, U ) in the fifth column). Fig. 10 further
visualizes the differences between the reconstructed models, which
shows that the the additional Reconstructability Maximization step
can effectively refine local details.
Processing speed. The speed of the whole optimization is quite
acceptable, e.g., for NY-1 with 721 initialized views, the minimization
of view redundancy is done within seconds, and the whole MaxiMin
is completed within several minutes as shown in Table 5.

5.3

Comparison with state-of-the-art

Reconstruction under default setting. We first compare our
method to the state-of-the-art approach of [Smith et al. 2018] under
the default settings. Three virtual scenes, NY-1, UK-1 and Bridge-1
are selected to run the comparison. To generate a proxy for their
method, we first set an initial overhead flight pass with default parameters from their code (80% overlap at the height of 75m). Then we
use the captured images to reconstruct a 3D mesh in RealityCapture.
For scenes NY-1 and UK-1, since there are released files about the
planned cameras and trajectory from [Smith et al. 2018], we directly
use their planning results to render images for the reconstruction
in RealityCapture. While for our newly built scene Bridge-1, we run
their released code with default settings on the reconstructed mesh
from overhead flight for view planning. For our method on these
three scenes, we set all the parameters by default as depicted in
Section 5.1, except dGS D . For a fair comparison, we set dGS D of our
ACM Trans. Graph., Vol. 39, No. 6, Article 1. Publication date: December 2020.
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Table 3. Statistics of using footprints of different levels of detail for our method.

Scene

Proxy level

#Images

Rough
Medium
Detailed
Rough
Medium
Detailed

63
59
65
227
201
328

Concave-1

Concave-2

Error
90% (m)
0.016
0.015
0.015
0.022
0.021
0.018

Error
95% (m)
0.023
0.022
0.022
0.032
0.033
0.027

Comp
0.02m (%)
52.40
52.51
52.95
39.35
39.69
42.05

Comp
0.05m (%)
61.29
61.19
61.41
45.90
45.95
47.34

Comp
0.075m (%)
64.43
64.30
64.56
48.38
48.39
49.53

Average
Distance (m)
0.016
0.015
0.015
0.021
0.019
0.017

Table 4. Comparison on reconstruction results affected by different levels of error in height estimation for constructing 2.5D proxy. For each level, 4 groups of
error perturbation tests are conducted. Note that the image numbers, Er r or and Compl et eness ratio reported below are the average values of the 4 tests
for each level. As the height error becomes larger, only a small degradation can be seen on the reconstruction quality.

Scene

Height error

#Images

NY-1

Original (0%)
5%
10%
15%

248
253
255
259

Error
90% (m)
0.028
0.032
0.032
0.033

Error
95% (m)
0.315
0.760
0.734
0.739

Comp
0.02m (%)
40.24
39.98
39.94
40.20

Comp
0.05m (%)
47.57
47.19
47.31
47.55

Comp
0.075m (%)
52.04
51.64
51.82
52.03

Average
Distance (m)
0.020
0.020
0.020
0.020

Table 5. Comparison between using the minimization only and using the complete MaxiMin optimization of our method.

Scene
NY-1
T-1

Method

#Images

H (S, U )

R(U )

Min Only
Max-Min
Min Only
Max-Min

248
248
210
210

848.78
1140.33
1760.84
2552.01

123.51
126.26
163.579
165.042

Error
90% (m)
0.045
0.028
0.019
0.018

Error
95% (m)
1.497
0.315
0.028
0.027

Comp
0.05m (%)
47.51
47.57
44.76
44.79

Comp
0.075m (%)
51.91
52.04
46.88
46.89

Avg
Dis (m)
0.021
0.020
0.019
0.019

Time (s)
0.95
68.52
1.06
294.20

Fig. 10. Visual comparison between using the Redundancy Minimization step only (left in each pair) with using the complete MaxiMin optimization as in the
proposed method (right in each pair). Note how local details are improved in zoomed-in views after the Reconstructability Maximization step.

method as the average viewing distance of all resulting viewpoints
from [Smith et al. 2018], such that the GSD of captured images is
close to [Smith et al. 2018].
Fig. 11 and Fig. 12 visualize the comparison on proxies and final
reconstructions. It is worth to note that our proxies are much coarser
than the ones they generated using additional flight passes, yet our
reconstructions contain more visual details; see bottom rows of
Fig. 11 and Fig. 12. Fig. 14 further visualizes the Completeness map
ACM Trans. Graph., Vol. 39, No. 6, Article 1. Publication date: December 2020.

color-coded on ground truth model for Bridge-1 (the benchmark
from [Smith et al. 2018] provides the rendering and evaluation tools,
but the ground truth models for NY-1 and UK-1 are not available
for color-coded visualization). Our method shows superiority at the
areas of eaves and wall corners near ground. This can be attributed
to our warm initialization, which selects an optimal viewpoint to
observe each sample on the proxy’s surface.
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Fig. 11. Comparison between our method (left) and [Smith et al. 2018] (right) on virtual scene NY-1. The bottom row shows zoomed-in views of the final
reconstructions at labeled areas, where red boxes are our results and blue ones are from [Smith et al. 2018]. Note that the proxy, planned viewpoints as well as
the trajectory of [Smith et al. 2018] are all acquired from their released file, where 433 views are used. Although our method only uses 248 images, the final
reconstruction quality are quite comparable to theirs; see Table 6, row 1 vs. row 4, for the quantitative comparison.

Fig. 12. More comparisons on proxies (top row) and final reconstructions (middle row) between our method and [Smith et al. 2018]. Note that the proxies
generated by [Smith et al. 2018] ({model name}-Recon) are much more detailed than ours ({model name}-2.5D). Yet, the final reconstruction quality is very
close. In fact, our approach handles the chimneys better than [Smith et al. 2018] in the bridge scene.

Fig. 13. Running Plan3D under different numbers of views, where the leftmost visualizes the reconstruction result of Colmap by an initial flight, which serves
as the geometric proxy for space voxelization in Plan3D. At the rightmost, we show a zoomed-in comparison on a fine detailed region between our method
and the final reconstructions of Plan3D. For the complete reconstructed model and more detailed visualizations of our result on NY-1, please refer to Fig. 11.

Table 6 lists the quantitative evaluations on the final reconstruction. Compared to [Smith et al. 2018], our approach starts with much

coarser proxies, requires much fewer images to capture, and yet
obtained comparable reconstruction results. More importantly, as
ACM Trans. Graph., Vol. 39, No. 6, Article 1. Publication date: December 2020.
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Table 6. Quantitative comparison to the state-of-the-art method [Smith et al. 2018]. Our approach achieves comparable reconstruction results on both Er r or
and Compl et eness with much fewer images.

Geometry
Proxy

Scene

Recon
NY-1
2.5D
Recon
UK-1
2.5D
Recon
Bridge-1
2.5D

Method

#Images

Smith et al.
Ours
Smith et al.
Ours
Smith et al.
Ours
Smith et al.
Ours
Smith et al.
Ours
Smith et al.
Ours

433
262
433
248
923
418
918
418
565
389
565
372

Path
Len (m)
2808
2197
2876
1816
7819
4696
7448
4648
4548
4241
4569
4217

Error
90% (m)
0.053
0.030
0.037
0.028
0.028
0.030
0.027
0.028
0.015
0.015
0.014
0.015

Error
95% (m)
0.792
0.342
0.675
0.315
0.051
0.054
0.052
0.049
0.024
0.023
0.022
0.023

Comp
0.02m (%)
36.01
38.19
39.59
40.24
32.04
30.75
31.83
30.75
52.97
52.26
49.47
52.78

Comp
0.05m (%)
44.74
45.22
46.97
47.57
37.74
35.96
37.29
35.96
59.29
59.05
55.73
59.81

Comp
0.075m (%)
49.47
49.78
51.46
52.04
40.62
38.77
40.11
40.29
62.53
62.28
59.07
63.06

Average
Distance (m)
0.029
0.020
0.022
0.020
0.030
0.032
0.030
0.031
0.020
0.020
0.022
0.020

Table 7. Cost comparison between our method and [Smith et al. 2018]. Our approach significantly reduces the total processing time for the whole scene
reconstruction process. Note that, even though our approach does not directly minimize the flight path length, the flight path we generated are 7.28% to
40.56% shorter than [Smith et al. 2018]. If we were handling real scenes, the shorter flight paths together with fewer captured images would help to cut drone
battery consumption significantly, as demonstrated in Table 1.

Scene
NY-1
UK-1
Bridge-1

Method
Smith et al.
Ours
Smith et al.
Ours
Smith et al.
Ours

Flight I (#Images)
32
175
93
-

Proxy (min)
2.0
0.8
6.5
1.1
3.5
0.95

Planning (min)
2.3
2
5.1
4.1
3.7
2.8

Path Len
2808
1816
7819
4648
4548
4217

Flight II (#Images)
433
248
923
418
565
372

Recon (h)
7
4.5
19.5
6.5
13.5
5.8

Total (h)
7.65
4.85
21.05
7.09
14.46
6.32

Table 8. Quantitative comparison to Plan3D proposed by [Hepp et al. 2018b] on Scene NY-1. Under the same number of captured views, our generated model
is both more accurate and more complete. For Plan3D to produce comparable reconstruction result, the number of views needed is 1.77× of ours.

Method

#Images

Plan3D
Plan3D
Plan3D
Ours

438
347
249
248

Path
Len (m)
4007
3278
2462
1816

Error
90% (m)
0.029
0.029
0.030
0.028

Error
95% (m)
0.104
0.113
0.353
0.315

Comp
0.02m (%)
41.52
40.63
36.79
40.24

Comp
0.05m (%)
47.34
46.33
43.89
47.57

Comp
0.075m (%)
51.91
50.84
48.34
52.04

Average
Distance (m)
0.022
0.022
0.023
0.020

Table 9. Cost comparison between our method and Plan3D [Hepp et al. 2018b] on Scene NY-1. The total time needed for Plan3D to generate a model of
similar quality is 1.55× of ours.

Method
Plan3D
Plan3D
Plan3D
Ours

Flight I (#Images)
25
25
25
-

Proxy (min)
2.5
2.5
2.5
0.8

Planning (min)
7.4
5.1
4.3
2

recorded in Table 7, the overall time cost of our approach on scene
reconstruction is significantly less than [Smith et al. 2018]. This
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Path Len
4007
3278
2462
1816

Flight II (#Images)
438
347
249
248

Recon (h)
7.1
5.6
4.5
4.5

Total (h)
7.52
5.99
4.87
4.85

is because: 1) our approach does not require an initial flight pass
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Fig. 15. Impact of changing proxy compared to the state-of-the-art
method [Smith et al. 2018]. Each line segment connects the performance of
an algorithm on a scene under two different proxies (Recon and 2.5D).

Fig. 14. Comparison of Compl et eness maps between our method
and [Smith et al. 2018] under the same number of views on scene Bridge-1.

and the associated image-based proxy reconstruction, and 2) fewer
images are used for the final reconstruction in RealityCapture.
We also compare our method with another state-of-the-art approach, Plan3D [Hepp et al. 2018b], which was proposed in parallel
to [Smith et al. 2018]. Similar as [Smith et al. 2018], we first set
an overhead flight pass with default parameters from their code.
Then we use Colmap [Schönberger and Frahm 2016] to run a sparse
reconstruction as Plan3D has to read the depth results from Colmap
for space voxelization before running the planning algorithm. The
Source Code5 provided by Hepp et al.has two modes for path planning: automatic and manual. Under the automatic mode, the number
of views will increase until a cost function on path length reaches
a user-specified threshold. This cost function is non-intuitively defined and no default value or calculation method for threshold is
provided in their code. For the convenience of comparison, we
choose to use the manual mode, so that we can stop their optimization at a specified number of views; see Fig. 13. Tables 8 and 9 list
the full statistics of quantitative evaluations on Scene NY-1, where
three configurations with different numbers of views are set for
Plan3D. Again, our approach reaches comparable reconstruction
results with much fewer images. When using the same number
of images, the reconstructed model of Plan3D is less accurate and
complete.
Switching proxies. In order to conduct a more comprehensive
comparison to [Smith et al. 2018] and also investigate the scope of
the proposed planning algorithm, we run both methods by swapping
the proxies. That is, we run their method on the 2.5D proxy generated by our approach and run our method on their reconstructed
geometry. As shown in Table 6 and Fig. 15, we can clearly observe
5 https://github.com/bennihepp/Quad3DR

that: i) for the same proxies, the quality of final reconstruction models using our method with fewer views are quite comparable to
theirs, i.e., our approach performs noticeably better in NY-1 (much
smaller Error under similar Completeness), slightly better in Bridge1, and slightly worse in UK-1; ii) for the different (Recon and 2.5D)
proxies of the same scenes, our method performs more robustly,
i.e., for [Smith et al. 2018] the Completeness for Bridge-1 scene
and the Error for NY-1 scene change a lot, whereas ours does not
change as much; when the 2.5D proxy is close to Recon (UK-1), the
method [Smith et al. 2018] does well on both proxies. However, when
the two are different (e.g., Bridge-1), the performance of [Smith et al.
2018] has noticeable drops. This is likely due to the fact that our
approach is designed to work with coarse proxies, whereas [Smith
et al. 2018] assumes the proxies have sufficient details.
Discussion. The comparison above demonstrates several advantages of our method over the state-of-the-art [Smith et al. 2018]. First,
our approach can plan an efficient aerial path using a very coarse
proxy, which does not need to be generated from an initial flight
pass and the corresponding reconstruction operation. Secondly, our
method can automatically adapt to scenes with different complexities. Under the same set of parameters, our approach converges to
a larger set of viewpoints for more complex scenes and a smaller
set for simpler ones. This is because the initial set of viewpoints
generated by the warm initialization step depends on the locations
and normals of point samples on the proxy, which in term, affected
by scene complexity. In comparison, parameters such as height, elevation, overlap, maximum view distance etc., need to be manually
and carefully tuned in [Smith et al. 2018] for different scenes. Sometimes multiple trials are needed in order to obtain a good quality
reconstruction. Finally, instead of tuning non-intuitive parameters
to indirectly control the number of viewpoints, our method allows
users to specify the number of viewpoints that can output a corresponding aerial path. This makes it feasible to reconstruct a given
scene based on the specific or available drone flying time in the air.
ACM Trans. Graph., Vol. 39, No. 6, Article 1. Publication date: December 2020.
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Fig. 16. Experiments on four real scenes. The top row shows the proxies we built, as well as the planned path and viewpoints by our method. The next two rows
show the reconstruction results with and without texture mapping, respectively. Specifically, the proxy of Hitech has three layers, which was reconstructed
from three footprints using different extrusion heights. The two lower layers used 2D building footprints extracted from Google map, whereas the top one uses
a manual drawn rectangular shape. The heights of the three layers were evaluated from shadows whose lengths were manually verified. The last two scenes,
ArtSci & Gym, contain dense, low-rise buildings, some of which are also connected by walking bridges. Extracting accurate proxies for individual buildings is
difficult and unnecessary. Hence, coarse proxies based on the overall shapes of the collections of buildings are used instead, which is more effective.
Table 10. Statistics of applying our algorithm to real scene reconstruction.

Figure
Fig. 1
Fig. 16
Fig. 16
Fig. 16
Fig. 16
Fig. 17

5.4

Method
Ours
Ours
Ours
Ours
Ours
Oblique
Ours

Scene
Campus
Hitech
Stadium
ArtSci
Gym

Area (m2 )
242,837
15,808
29,342
25,182
12,249

#Buildings
16
1
2
8
3

Height Range (m)
6-80
0-100
0-20
5-30
5-10

Residency

227,001

49

35-160

Results on Real Scenes

Finally, we test our method on real urban scenes. The proxies are
extracted using our method as described in Section 3.1. For each
ACM Trans. Graph., Vol. 39, No. 6, Article 1. Publication date: December 2020.

#Images
875
109
100
141
49
1365
2112

Trajectory Length (m)
27900
2899
2354
3071
1317
28560
30940

scene to be reconstructed, the user just need to indicate a region of
interests on 2D map and supply a satellite image. Then the system
automatically extracts the initial 2.5D proxy. For flight safety, we
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Fig. 17. Comparison with oblique photography conducted by DJI-Terra on scene Residency. From left to right, top row shows the 2.5D proxy we built, the final
reconstruction overlaid with the path planned by our algorithm, and the reconstruction result of oblique photography overlaid with the path planned by
DJI-Terra. Four comparisons on the local region details are shown at the bottom row (middle and left), where red box relates to our result, and blue shows the
result of oblique photography. The plot at the bottom left shows the height distributions of viewpoints planned by both two methods, where the drone is
clearly kept at a fixed high elevation by oblique photography. Our approach instead provides many tilted viewpoints at different low elevations, making it
possible to capture the ground objects in more detail and observe the building facade well from the side.

ask the user to verify each footprint and the corresponding height
estimated by the system. For buildings with complex geometry,
users can also approximate them using multiple layers; see e.g. the
Hitech scene in Fig. 16. An optimized trajectory is then planned
through our algorithm accordingly.
We experiment on 6 real scenes, from small scale to very large
scale. Table 10 lists detailed information about these scenes. We ran
our system under a fixed set of parameters (f ocal_lenдth = 35mm,
resolution = 4000 × 3000, dGS D = 62.4m, overlap_ratio = 0.85).
Figs. 1, 2, 16 and 17 show the corresponding 2D maps, satellite
images, generated geometry proxies, and the final reconstruction
results. We can see that even for very large scene (Fig. 1, 0.243km 2 )
with buildings of various types and heights, our method can still
lead to pleasing 3D models under limited number of images (875
images, 14 flights). This is very important for capturing real scenes
due to limitations on drone air time and the rapid changes to the
light condition of the sun.
For the scene Residency, we further compare our result with
oblique photography conducted by DJI-Terra. The whole area is
about 0.227km 2 , where the tallest building is 160m high and the
lowest one is 35m. As we can see from Fig. 17, this scene is characterized by dense buildings with dramatically different heights, which
is very challenging for UAV path planning. Besides, the buildings
inside have glass balconies and very similar appearances, making it
more difficult for image-based reconstruction. For oblique photography, DJI-Terra gives us five routes planned respectively for one
orthogonal/vertical and four tilted photographing, while the UAV is
kept flying at a fixed altitude of 190m. In our algorithm, the lowest
flying height is 70m and the highest is 250m. Images captured by
both methods are reconstructed in RealityCapture. According to the
comparison results in Fig 17 (better see the zoomed-in ones), our

algorithm is visually much better than oblique photography both in
completeness and fine details. This is because although some tilted
views are captured by oblique photography, the drone is still kept
at a fixed high elevation. It cannot capture building facades from
suitable angles and ground level objects with sufficient resolutions.
On the other hand, as the drone is flying high in the air, much less
viewpoints (as seen in Table 10) can be set since each view has a
much larger coverage on the scene. In contrast, our algorithm adaptively places the viewpoints corresponding to the building shapes.
The drone can thus safely and effectively dive down to capture more
data near the ground or fly by the side to collect the building facade
detail better with a proper GSD.

6

CONCLUSION AND FUTURE WORK

An offsite trajectory planning algorithm is presented in this paper
with the goal of collecting aerial images efficiently for large-scale
3D urban scene reconstruction. Using only a 2D map and a satellite
image of the to-be-reconstructed site, the algorithm automatically
infers the heights of the buildings from the lengths and orientations
of their shadows and generates a coarse 2.5D model. An optimization
process is then applied to select a minimal set of viewpoints that
maximizes the reconstructability of sample points on the coarse
model. Experiments on benchmark show that, compared to the
previous state-of-the-art work, our approach removes the need
for additional flights in the field and largely reduces the number
of viewpoints for the acquisition, while maintaining comparable
reconstruction quality.
In conclusion, the advantage of our method is that when reconstructing the same area, our algorithm requires fewer images to
be collected and also leads to shorter flight paths. This not only
cuts flight time and energy consumption, but also greatly reduces
ACM Trans. Graph., Vol. 39, No. 6, Article 1. Publication date: December 2020.
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the time for subsequent reconstruction. However, our method still
has several limitations. First, since the initial coarse 2.5D model
is inferred from shadow information, our approach assumes an
up-to-date satellite image captured in a sunny day (i.e., showing
suitable shadows for the buildings) is available and the ground is
relatively flat. To guarantee the flight safety, manual interaction is
needed to ensure sufficient clearance on the heights of buildings
when their shadows are not casted over flat ground. In addition,
the lifted 2.5D model cannot accurately present irregular shaped
architectures, such as pyramid or bridge, and hence the viewpoints
computed and measured may not be optimal in those cases. In the
future, we would like to explore other automatic coarse modeling
approaches and integrate them into the proposed framework.
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